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Abstract

Machine learning (ML) models for electronic structure typically rely on large datasets generated by
computationally expensive Kohn–Sham density functional theory calculations, as it is not known
a priori which portions of the data are essential for accurate learning. Here, we reveal significant
redundancies in electronic structure datasets across diverse material systems and attribute them
to the low intrinsic dimensionality of the underlying data. We show that even random pruning
can substantially reduce dataset size with minimal degradation in predictive accuracy. Moreover, a
state-of-the-art coverage-based pruning strategy that samples data across all learning difficulties al-
most always preserves chemical accuracy and maintains model generalizability while using up to two
orders of magnitude less data and reducing training time by a factor of three or more. We further
demonstrate that the essential electronic structure information lies on a low-dimensional, non-linear
manifold, providing a potential geometric explanation for the observed prunability. These observa-
tions are consistent with the predominance of local atomic environments in determining electronic
properties, as suggested by nearsightedness arguments, and indicate that large-scale datasets may
contain highly overlapping information. Our findings challenge the prevailing assumption that such
extensive datasets are necessary for accurate ML-based electronic structure predictions and open a
path toward identifying minimal, representative datasets for each material class.

INTRODUCTION

The calculation and analysis of the electronic structure
of materials underpin much of modern computational
materials science. From predicting thermodynamic sta-
bility and charge transport to modeling chemical reactiv-
ity, the electronic structure serves as a fundamental de-
scription of how interacting atoms and electrons give rise
to observable properties. Consequently, electronic struc-
ture calculations often serve as an important building
block of multiscale materials modeling [1], with a signifi-
cant share of contemporary high performance computing
resources being devoted to such simulations [2–4].

Kohn-Sham Density Functional Theory (KS-DFT)
serves as the primary workhorse of modern electronic
structure calculations [5–7]. Although formulated in
terms of the so-called Kohn-Sham orbitals, the funda-
mental unknown in KS-DFT is the electron density. In-
deed, many ground state material properties, e.g. struc-
tural parameters and elastic constants, may be computed
from the electron density field, and it also serves as a
starting point for ab initio descriptions of excited state
phenomena. However, practical calculations using KS-
DFT, especially for complex systems such as disordered
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alloys or materials with extended defects, can be limited
by the cubic scaling computational cost of the method
with respect to system size. As such, a considerable
share of research has been devoted to the development
of specialized solution techniques and high performance
computing algorithms to overcome this bottleneck [8–16].

In recent years, Machine Learning (ML) has enabled
the development of powerful surrogate models that can
enable the prediction of the ground state electron density
and related properties at a fraction of the computational
cost of conventional first principles simulations [17–28].
These ML models are typically trained on KS-DFT data
and use descriptors of the atomic environment to pro-
duce the electron density as the output. Recent stud-
ies have demonstrated the success of such ML models in
predicting electron densities across a wide range of sys-
tems, including pure metals, alloys, insulators, organic
molecules and nanostructures [19, 20, 26–29]. Moreover,
these models show promising extrapolation capabilities,
accurately predicting electron densities for unseen com-
positions in complex alloys, atomic configurations with
defects and dislocations, and for chemical species beyond
training [27–29]. The ML models have also been contin-
uously improved to address several challenges, including
the enforcement of physical symmetries, incorporation
of uncertainty quantification capabilities, and improve-
ments in training and prediction efficiency [18, 27, 30].

The paradigm shift brought on by the development of
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ML-based electronic structure techniques has motivated
the creation of extensive datasets [31–34] — sometimes
comprising millions of structures — under the implicit as-
sumption that large, exhaustive sampling is essential to
achieve high predictive accuracy and generalizability [35–
37]. While this assumption has driven progress in materi-
als informatics [38–40], it also raises questions about the
efficiency and necessity of such data collection efforts,
particularly given the computational cost and environ-
mental footprint associated with high-throughput quan-
tum mechanical calculations.

In this work, we examine the following fundamental
but largely overlooked questions: How much of this elec-
tronic structure data is genuinely essential? Further-
more, how can such essential datasets be systematically
obtained? Finally, how can the existence of such essen-
tial datasets be explained? To answer these questions,
we methodically probe the redundancy in electron den-
sity data spanning molecular systems, elemental metals,
and chemically complex concentrated alloys, and show
that a surprisingly small subset is often sufficient to train
ML models to within chemical accuracy. In the context
of this work, we define redundancy as the presence of
data points whose removal does not significantly impact
ML model accuracy, generalizability, or derived physi-
cal quantities. Furthermore, to probe the origin of such
redundancy, we explore the geometric structure of the
data, and are able to identify its low intrinsic dimension-
ality across materials. Our findings challenge the pre-
vailing view that predictive fidelity and generalizability
require vast amounts of data and suggest that it is possi-
ble to identify minimal datasets that dramatically reduce
computational cost without sacrificing accuracy. Thus
our exploration of the redundancy of electronic structure
data can potentially lead to a small foundational dataset
for each material class, which in turn can be used for
benchmarking and training foundation models.

The exploration of redundancy in chemical datasets
has received prior attention in the literature [41–43]. For
instance, Li et al. [41] have demonstrated a high degree
of redundancy in datasets of scalar material properties
such as the formation energy and band gaps, and have
proposed an iterative strategy to reduce the size of train-
ing data. However, there has not been a systematic
exploration of redundancies in the electronic structure
itself, particularly in the context of ML models. No-
table prior efforts include the observation that electronic
structure data for various simple systems often lie on
low-dimensional manifolds, enabling reconstruction via
low-rank tensors [44, 45] or a small number of princi-
pal component modes [26, 30]. Somewhat relatedly, re-
cent contributions have also exploited redundancies in
the electron density to develop targeted grid-point sam-
pling schemes, primarily on molecules and simple met-
als [46, 47], although the effectiveness of such approaches
may depend sensitively on the manner in which core
states are modeled. These approaches use physical intu-
ition based on density or descriptor-space linear indepen-

dence to guide pruning, but do not incorporate standard
ML-based data-pruning techniques, such as importance
scoring computation and dataset coverage quantification.
Thus, although previous studies have addressed redun-
dancy in various contexts, statistically grounded one-shot
pruning methods — free from heuristics and having data
coverage guarantee — have yet to be explored for elec-
tronic structure data, particularly for chemically complex
concentrated alloys. The present work adopts systematic
ML-based pruning techniques that are applicable to any
class of materials without the need for domain knowledge
and is in principle applicable to fields beyond the electron
density, e.g. the electronic wavefunctions or local density
of states.

The observed redundancy in electronic structure data
is perhaps closely connected to Kohn’s nearsightedness
principle [48, 49], which states that the electronic prop-
erties of a system are predominantly determined by its
local environment. Indeed, this result has been used
to deduce that the single particle density matrix that
appears in electronic structure calculations can be very
sparse [50, 51], and has led to a large number of elec-
tronic structure codes that exploit it [8, 9, 52–59]. In
the context of ML-based electronic structure prediction,
nearsightedness suggests a closely related but largely un-
explored implication: if local atomic environments pri-
marily determine electronic properties, then many dis-
tinct global configurations — differing only in distant or
weakly coupled regions — should map to nearly iden-
tical electronic descriptors. As a result, datasets con-
structed by exhaustively sampling configurations are ex-
pected to contain a high degree of redundancy, partic-
ularly for large or chemically complex systems. From a
geometric perspective, this locality-induced redundancy
implies that electronic structure data across materials oc-
cupy a low-dimensional, nonlinear manifold embedded in
a much higher-dimensional descriptor space. ML models
can therefore learn the essential physics efficiently from
a relatively small, well-chosen subset of data. Despite
its conceptual alignment with nearsightedness, this per-
spective has not yet been systematically examined for
modern neural-network-based electronic structure mod-
els, nor has its implications for dataset prunability and
intrinsic dimensionality been systematically examined.

Neural network performance generally improves with
data and model size, often following a power law scal-
ing [60, 61]. However, beyond a certain level, marginal
accuracy gains require significantly more data [62, 63].
Thus, power law scaling suggests that much of the train-
ing data is redundant and can be pruned without notable
performance loss [62]. Commonly used approaches for se-
lecting a smaller, representative subset of a large dataset
that preserves ML model performance are referred to as
data pruning techniques or coreset selection methods.
These techniques are often broadly categorized into the
following three major approaches [64], importance-score
based methods [64–67], coverage-driven methods [68–70]
and optimization-based methods [71–75].
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Most existing pruning methods have been evaluated
primarily on classification problems, whereas electronic
structure prediction is a regression task. Therefore, iden-
tifying the degree of prunability of electronic structure
data, as well as the most suitable pruning technique re-
main unexplored. In the present work, two state-of-the-
art methods: GraNd [65] and Coverage-Centric Core-
set Selection (CCS) [68] are adopted. Optimization-
based methods are not considered in this work because,
despite their strong theoretical foundation and impres-
sive performance, they are computationally quite expen-
sive, and can be challenging to implement on large-scale
datasets [76]. The GraNd technique is adopted because
of its intuitive approach, ease of implementation, and
ability to identify important examples early in the train-
ing. GraNd, an importance-score based method, as-
signs lower scores to easy-to-learn examples, which are
deemed redundant and removed while pruning. This
can lead to poor data coverage at high pruning factors,
as only difficult-to-learn examples are retained, causing
a severe performance drop [68, 77]. CCS, a coverage-
driven method, overcomes this limitation by proposing
a probability density-based coverage strategy to improve
the coverage of the coreset [68]. Among other coverage-
driven methods, k-center greedy [69] is computationally
prohibitively expensive for datasets of the size considered
here (e.g. data size is 160 million for the CrFeCoNi sys-
tem), while Moderate Coreset [70] is developed for classi-
fication problems, as it selects points by their distance to
class centers computed from class labels. CCS is there-
fore adopted in the present work due to its exceptional
performance at high pruning factors and its flexibility in
incorporating any importance score [68].

Through the use of these data-pruning techniques, we
explore the degree of redundancy in electronic structure
data across a wide variety of material systems — a simple
metal, chemically disordered concentrated complex alloy
systems, and molecules. We show that high degrees of
redundancy appear to be a generic feature of electronic
structure data: even random pruning can substantially
reduce dataset size with minimal loss in predictive accu-
racy, while state-of-the-art coverage-based methods un-
veil even more dramatic levels of redundancy. Thus, a
remarkably large fraction of the dataset across all the
materials studied can be systematically pruned while pre-
serving prediction accuracy and model generalizability.
We have further quantified the quality of predictions via
calculations of the ground-state energy from predicted
electron densities and have found that chemically accu-
rate predictions (i.e., energy errors less than 1 kcal/mol
or 1.6 mHa/atom) are obtained even after pruning up
to 90− 99% of the data for the in-distribution test cases.
We found that for several out-of-distribution tests pruned
datasets largely retain the generalization behavior. In
particular, our results for complex disordered metallic
alloys hold across composition space, thus suggesting the
potential to identify a minimal, essential dataset repre-
sentative of each material class. Additionally, we found

that for the materials considered here, ML model training
time on the pruned datasets can be reduced by a factor of
three or more, thus enabling accelerated hyperparameter
tuning and foundation model development. However, we
note that the present study is based on datasets gener-
ated from independent AIMD/MD trajectories at various
temperatures and compositions, with sufficiently large
time intervals between consecutive snapshots. This sam-
pling strategy minimizes structural similarity and tem-
poral correlation within the dataset. Nevertheless, other
data generation approaches may exhibit different degrees
of redundancy depending on the methodology employed.
To explain the high redundancy, we analyze the data

geometry following the manifold hypothesis [78], which
posits that high-dimensional data lies on or near a low-
dimensional nonlinear manifold, and is supported em-
pirically across domains [79–81]. The dimensionality of
the nonlinear manifold is referred to as the intrinsic di-
mension (ID). The intrinsic dimension estimation meth-
ods quantify the manifold dimensionality using local ge-
ometric statistics, including maximum likelihood esti-
mator (MLE) [82], Two Nearest Neighbors [83], and
geometric MLE [84]. In this work, we employ vari-
ous nearest-neighbor based methods, such as Gride [85],
MiNDML[86], IID [87], and MID [87]. Our results show
that the estimated IDs agree closely across nearest-
neighbor estimators, and that even the most conservative
estimates — obtained through the MID method — re-
main below the ambient descriptor dimensions across ma-
terials, a possible explanation for the high redundancy.
The remainder of this paper is structured as follows:

Section “Results” presents our findings, followed by a dis-
cussion in Section “Discussion”, and methodology details
in Section “Methods”.

RESULTS

In this section, we quantify the redundancy in elec-
tronic structure data, as well as the intrinsic dimension-
ality, for four different types of materials. We present
the error in the ML model for various pruning factors to
identify the fraction of data that can be pruned without
significantly compromising the model’s performance and
generalizability, and further quantify this through the ac-
curacy of the energy computed from the ML-predicted
electron density.
The four material systems considered here are pure

aluminum, bulk water, and two different alloy systems
across composition space — SiGeSn and CrFeCoNi. The
first two serve as representative examples of simple met-
als and molecular systems, respectively, while the latter
two illustrate technologically important chemically com-
plex concentrated alloys. Notably our results for the alloy
systems (discussed below) are particularly striking since
the ML predictions are carried out over the entire com-
position space of each alloy [27].
The dataset consists of snapshots of KS-DFT simula-



4

tion taken at intermittent time steps, with each snapshot
capturing the atomic coordinates, species information,
and the resulting electron density over the simulation
cell. Given a grid point in the simulation domain, the
ML model provides a map to the electron density at that
point, from the nearby atomic configuration. Details of
the KS-DFT simulations and the ML map are provided
in Section “Methods”.
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FIG. 1: Error in ML-predicted electron density for the
original dataset, 90% and 99% randomly, and

CCS-based pruned datasets. Each ML model was
trained three times and the mean error is reported.
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FIG. 2: Error in energy with respect to KS-DFT, as
obtained from the ML-predicted electron density for the
original dataset, 90% CCS, and 99% CCS-based pruned
datasets. The electron density prediction from one of

the ML models was postprocessed in each case.

Redundancy in diverse material datasets

To explore the redundancy, pruning is performed by re-
moving a subset of the grid points of the original dataset.
We explore three approaches for data pruning: random
grid-point-wise pruning, GraNd score-based pruning, and
CCS-based pruning. In random grid-point-wise prun-
ing, grid points from the original dataset are removed
randomly. The importance score (i.e. GraNd score) is
computed for each datapoint and used for the GraNd
and CCS approaches. Upon training ML models on
the pruned datasets, the errors in the predicted electron
density on a testing dataset are computed. We report
the commonly used normalized root mean squared error
(NRMSE) [30] as an error metric, defined in the Supple-
mentary Section I).
Figure 1 highlights the redundancy in electronic struc-

ture data. For all four systems, 90% of the data can be
pruned through the CCS-method, without compromising
accuracy in the predicted electron density. Even 99% re-
dundancy can be identified by the CCS method: at such
a high pruning factor, the errors increase as expected, but
the predicted electron densities still result in chemically
accurate energies (i.e., errors less than 1 kcal/mole or
1.6 mHa/atom) across all systems except the CrFeCoNi
system, as shown in Figure 2. For CrFeCoNi, the 99%
pruning slightly exceeds the chemical-accuracy threshold.
The total energy of the system is calculated from the
ML-predicted electron density, via postprocessing [28].
Notably, while the errors in the electron density and the
corresponding energy errors are correlated, the one-to-
one relationship between them can break down when the
density errors and hence the energy errors are themselves
low. This situation can arise for low pruning percentages
across all models, or for very high pruning percentages,
for some models (e.g. those involving the alloy systems
considered in this study). An additional issue to keep
in mind is that in general, the CrFeCoNi alloy system is
more difficult to predict accurately through ML models,
because of the involvement of harder pseudopotentials,
the inclusion of semi-core electrons for transition met-
als in the KS-DFT calculations, and the large amount
of compositional variation [28]. Thus, the overall ML
predictions are slightly less accurate for this system, as
opposed to the other systems studied here. However, our
key finding, in this regard is that there is still a high de-
gree of redundancy in the CrFeCoNi electronic structure
data, and the elimination of this redundancy does not
reduce ML model prediction accuracy further.
Pruning also does not introduce many significant lo-

cally large pointwise errors with respect to the ML-
original model. We assess this through computing the
relative L∞ norm of the error and the full pointwise er-
ror distributions before and after pruning. Further de-
tails can be found in the Supplementary Section IV. (see
Supplementary Figures 8 and 9).
The ML models not only capture the electron density

fields but also smooth variations in them. The errors in
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FIG. 3: Two-dimensional (2D) slices showing electron density obtained by KS-DFT, ML model trained on the
original dataset, 90% CCS, and 99% CCS-based pruned dataset for (a) Aluminum at 1500K (b) Water at 600K (c)
SiGeSn at 2400K (d) CrFeCoNi for 5000K. The electron density(ρ) along the solid line is also compared with the
KS-DFT and the ML-predicted electron densities show remarkable agreement with the KS-DFT, true for all three

ML models across four systems. The unit of electron density is Bohr−3 in atomic units.
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the mean, shown by a solid line. (e-h)The error in the
total energy obtained via postprocessing from the

predicted electron density for various pruning factors
for all systems

smoothness exhibit a trend similar to that of the electron
density. Further details are provided in the Supplemen-
tary Section III. (see Supplementary Figure 7).

We compare the electron density fields obtained from
KS-DFT with those predicted by ML models trained
on three datasets — the original dataset, the 90%, and
99% CCS-based pruned dataset — for all four material
systems, as shown in Figure 3. ML models trained on
the pruned datasets show excellent agreement with those
trained on the original dataset and with KS-DFT calcu-
lations across all systems, confirming the high degree of
near-lossless pruning.

Comparative assessment of pruning strategies

In the following, we study the performance of three
prominent pruning techniques — random, GraNd and
CCS — for various pruning factors. ML models for
each pruning factor and pruning strategy were trained
three times, and the results are reported accordingly.
The errors (NRMSE) in electron density predictions for
these three pruning approaches are plotted against var-
ious pruning factors across all four materials systems in
Figure 4(a-d). The ML models exhibit minor random
fluctuations in their predictions, which is expected due
to inherent randomness in the dataset and the model.
All three methods perform well at smaller pruning factors
across materials, maintaining the accuracy of the original
dataset. However, the GraNd method fails catastroph-
ically, with errors rising sharply beyond 40–60% prun-
ing across different materials. Random pruning shows a
steady increase in error with pruning factor, preserving
the accuracy of the original dataset up to 40–80% and
exhibiting rapid error growth beyond that. In contrast,
the CCS method outperforms both GraNd and random
pruning, maintaining the accuracy of the original dataset
up to 80–90% pruning and showing a slower increase in
error than random beyond 90%. Remarkably, CCS con-
tinues to deliver reasonably accurate results at 99% prun-
ing across all materials, with only a modest increase in
error compared to the original dataset. The correspond-
ing errors in the total energy of the system, as obtained
from post-processing the ML-predicted electron density,
are plotted against various pruning factors in Figure 4(e-
h). For each pruning factor and strategy, the predicted
electron density from one of the three trained ML models
was post-processed. All three methods predict the energy
nearly as accurately as the original dataset for smaller
pruning factors, up to 40%. However, for aluminum all
three methods are chemically accurate until 99% prun-
ing, despite a sharp jump in error for the GraNd method
beyond 80%. The GraNd method retains chemical ac-
curacy up to 40% pruning for all materials; however, at
higher pruning factors, its energy error increases very
rapidly for all materials. Random pruning retains chem-
ical accuracy up to 40% pruning for all materials. It
maintains chemical accuracy for simple materials, such
as aluminum and water, up to 99%, whereas for complex
alloys, the limit decreases to 90% for ternary systems
and 40% for quaternary systems. The CCS method con-
sistently outperforms the other two approaches, nearly
preserving the accuracy of the original dataset up to 90%
pruning across all materials. Remarkably, it continues to
yield chemically accurate energy predictions even at 99%
pruning, except CrFeCoNi, where CCS achieves chemi-
cally accurate level of predictions until 90% pruning. No-
tably, unlike the pure materials considered here — bulk
water and aluminum metal — the errors in energies com-
puted for complex alloy systems appear to exhibit ran-
dom fluctuations with respect to pruning factor for high
pruning factors. Thus, for such cases, the errors in the
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energy, although related to the electron density errors,
are not necessarily monotonic with respect to pruning
factors. This is consistent with our recent observations
for ML-based electronic structure prediction of complex
quaternary alloys, whereupon the NRMSE in electron
density errors alone was found to be not sufficient in com-
pletely determining the energy errors [28]. Nevertheless,
for the in-distribution tests, we observe that for CCS-
based pruning, the energy predictions for the quaternary
CrFeCoNi system remain within chemical accuracy even
at very high pruning factors, whereas aluminum, water,
and SiGeSn maintains energy errors substantially below
the chemical-accuracy threshold.
Energy accuracy depends on both the predicted density
and the post-processing pipeline. To isolate ML model
accuracy from post-processing effects, we evaluated the
predicted density directly using mean, maximum, and
smoothness errors. All three remain low even at high
CCS pruning fractions, confirming that accurate ener-
gies stem from accurate density predictions rather than
from a robust post-processing pipeline. Further details
on these pruning results are provided in the Supplemen-
tary Section XIV. (see Supplementary Figures 27, 28,
and 29 for the unscaled version of the Figure 4 for Wa-
ter, SiGeSn and CrFeCoNi respectively. Also see Sup-
plementary Figures 30 – 37 for the iso-surface plots of
the density and error fields through the original dataset,
90%, and 99% CCS-based pruned datasets for all systems
studied here).

Generalizability of the ML models

The limited generalization capability of ML models be-
yond their training data remains a fundamental issue of
the field. In particular, the generalization capability of
ML models developed using pruned data is yet unex-
plored. To address this issue, we evaluate the general-
ization capabilities of the ML models developed here, by
assessing their performance on a diverse set of systems
that differ significantly from, and were not included in,
the training data. These tests span four categories: (i)
structural defects, namely mono- and di-vacancies (alu-
minum, CrFeCoNi) and handcrafted checkerboard sys-
tems featuring species segregation (SiGeSn) (ii) unseen
compositions (CrFeCoNi) (iii) extrapolation to temper-
atures beyond the training range (aluminum) and (iv)
extrapolation to system sizes larger than those used in
training (SiGeSn).
The ML-predicted densities via CCS (90% and 99% prun-
ing) exhibit remarkable agreement with KS-DFT across
all generalization cases, as illustrated in Figure 5 and
in Supplementary Figure 22. We further compute each
system’s energy from the ML-predicted electron densi-
ties, for the original, 90% CCS, and 99% CCS pruned
datasets. The predicted energy is compared against the
chemical accuracy threshold in the Table I and the de-
tailed results are provided in the Supplementary Sec-

tion VIII. We observe two trends. First, we find that the
generalization capability of 90% CCS-pruned datasets re-
mains unaffected across all four categories. Second, at
99% pruning, the result depends on the material: gener-
alization is fully retained for aluminum, largely retained
for SiGeSn, and degrades only for CrFeCoNi, where the
energy errors exceed the chemical-accuracy threshold but
the error is still relatively low (O(10−3) Ha/atom). For
the CrFeCoNi defect configurations, however, even the
original model lies near the chemical-accuracy threshold
— a reflection of the intrinsic difficulty of learning this
system rather than of pruning.
Additional results confirming the aforementioned conclu-
sions regarding generalization ability are provided in the
Supplementary Section VIII. (see Supplementary Fig-
ures 14 and 20 for Aluminum, Supplementary Figures 15
and 21 for SiGeSn, Supplementary Figures 16 – 19 for
CrFeCoNi).

Intrinsic dimension of electronic structure data: a
route to explaining high redundancy

In the following, we estimate the intrinsic dimension
of the geometric structure of the data embedded in the
high-dimensional descriptor space. The dimensions of
descriptors are 236 for Aluminum, and 295 for SiGeSn,
CrFeCoNi, and water, in our model. To this end, first,
we perform the principal component analysis (PCA) to
identify the number of dimensions required to capture
99% variance in the data. The estimated dimensions
through PCA for Aluminum, SiGeSn, CrFeCoNi, and
water are 206, 243, 259, and 247 respectively, as shown
in Figure 6(a,b). Therefore, PCA does not show signifi-
cant reductions in dimension, indicating that the true ge-
ometric structure of the data might be nonlinear or gen-
uinely high-dimensional. In view of this, we next employ
the maximum likelihood estimator (MLE) method [82],
which utilizes nearest neighborhood distances to com-
pute the intrinsic dimension. The estimated intrinsic di-
mensions using the MLE estimator for various number of
nearest neighbors are approximately between 65− 90, as
shown in Figure 6(a), for different materials. This shows
that the intrinsic dimension of each material class is much
smaller than the descriptor dimension. It also suggests
that the data has a nonlinear geometric structure, with a
much lower intrinsic dimension than what linear methods
like PCA identify. Other nearest neighbor based meth-
ods, such as Gride [85], MiNDML [86], iterative-based in-
trinsic Dimension(IID) also show similar intrinsic dimen-
sions (see Supplementary Materials). However, as it has
been mentioned in the literature, the intrinsic dimension
may be underestimated because of the nonlinearity in
the manifold [87]. So, we employed modified intrinsic di-
mension(MID) [87] estimator and have reported the IDs
through various estimators in the Supplementary Materi-
als. Among all these, MID provides the largest value(i.e.
most conservative estimate) which is still very low than



8

KS-DFT ML-Original 90% CCS

1.17e-03

2.20e-02

4.28e-02

6.36e-02

99% CCS

1.54e-03

2.05e-02

3.94e-02

5.83e-02

5.55e-03

9.34e-01

1.86e+00

2.79e+00

ρ along the solid line Energy Error

FIG. 5: Model generalizability to unseen configurations: 2D slices of electron density obtained by KS-DFT,
ML model trained on the original dataset, 90% CCS, and 99% CCS-based pruned datasets. The electron density(ρ)
along the solid line is also compared with KS-DFT, showing remarkable agreement. The energy errors(Ha/atom) are
also shown for each case. (Top) Mono-vacancy defect for 32-atoms aluminum systems. (Middle) 216-atoms SiGeSn
checkerboard systems (Bottom) Di-vacancy defect for 32-atoms CrFeCoNi systems. The unit of electron density is

Bohr−3 in atomic units.

System Generalization test Original 90% CCS 99% CCS

Aluminum
Structural defects (mono-vacancies) below below below
Temperature extrapolation (2100K) below below below

SiGeSn
Checkerboard systems (64 and 216 atoms) below below below
Size extrapolation (216 atoms) below below near

CrFeCoNi
Structural defects (mono-/di-vacancies) near near above
Unseen compositions below below above

TABLE I: Summary of energy error for generalization tests relative to the chemical-accuracy threshold (∼ 1.6milli
Ha/atom or 1 kcal/mole) for models trained on the original, 90% CCS-, and 99% CCS-pruned datasets. “below”,
“near”, and “above” indicate that the energy error is below the chemical-accuracy threshold, above but in its

immediate vicinity(around 2− 3milli Ha/atom), and above the threshold, respectively. Detailed results are provided
in the Supplementary Section VIII.
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FIG. 6: Intrinsic-dimensionality of
electronic-structure descriptors. (a) Intrinsic

dimension (ID) estimates for four materials using MLE
with varying neighbor counts on 2 million randomly
sampled points; PCA-based ID for 99% variance are

shown. (b) Cumulative variance for PCA.

the ambient dimension of the dataset(see Supplementary
Section XIII for further details). Since the data lies on
a much lower dimensional nonlinear manifold, it facil-
itates efficient learning from a smaller subset of data,
thus explaining the high degree of data redundancy in
each material class.

DISCUSSION

We have explored the hidden redundancy in electronic
structure datasets for diverse material systems. To the
best of our knowledge, this marks the first exploration
of redundancy in electronic structure datasets through
systematic pruning approaches. In addition to random
pruning, we have employed two ML-based pruning tech-
niques, namely GraNd [65] and CCS [68]. GraNd based
pruning selects a subset of data having the highest im-
portance scores. The CCS approach selects a subset that
ensures comprehensive coverage of the dataset based on
a probability density-based coverage strategy. These two
ML-based pruning methods are compared against ran-
dom grid-point-wise pruning — with the goal of reveal-

ing the aforementioned redundancy, and helping select
the minimal essential dataset without compromising ac-
curacy. Overall, we are able to identify a large frac-
tion of the electronic structure data that is redundant
and which can be eliminated from ML training, without
compromising the accuracy or the smoothness of the ML
predicted fields. Random grid-point-wise pruning turns
out to be an effective strategy, aligning with findings in
the computer vision literature. Although its error rate
increases steadily, it can outperform several ML-based
pruning methods at higher pruning factors [68, 77].

We have also verified that the observed redundancy is
not attributed to temporal correlation in the underlying
MD trajectories. The training snapshots are sampled at
intervals of at least 100 fs, which allow us to generate
uncorrelated (or structurally dissimilar) snapshots along
the MD trajectories, and snapshots at different temper-
atures and compositions originate from entirely indepen-
dent simulations.

More details on this aspect are provided in Supple-
mentary Section VI. For all four material systems, at
lower pruning rates, GraNd captures the redundancy of
the dataset effectively, closely matching or outperforming
the original dataset. However, at higher pruning rates,
GraNd’s performance drops catastrophically. This occurs
because, at large pruning factors, most of the easy-to-
learn data points are removed, significantly altering the
data distribution and leading to poor data coverage.

We found that pruning via CCS consistently outper-
forms the other two methods, particularly at higher prun-
ing factors. It can systematically identify an order of
magnitude smaller subset of the dataset that maintains
the performance of the original dataset (i.e., it is prac-
tically near-lossless) for all materials studied here. We
have also verified this trend via computing the system’s
energy from the ML-predicted electron densities. Fur-
thermore, pruned datasets which are two orders of magni-
tude smaller than the original (i.e., 99% pruning fraction)
also demonstrate surprisingly high accuracy, and result
in chemically accurate energy predictions for Aluminum,
SiGeSn, and water. However, for CrFeCoNi system the
99% pruning fraction shows slightly higher energy error
than chemical accuracy level.

We demonstrate that 90% and 99% CCS-based
pruned datasets retain significant generalization capa-
bility of the ML-original model, through tests on out-
of-distribution data including structural defects (mono-
and di-vacancies), ordered handcrafted systems, extrap-
olation to higher temperature or larger system size, and
unseen compositions. We also compute the system’s en-
ergy from the ML-predicted electron densities. Across all
generalization tests, the predicted energies for aluminum
and SiGeSn maintain chemical accuracy up to 99% prun-
ing, whereas for CrFeCoNi, chemical or near-chemical ac-
curacy is achieved at 90% pruning, but at 99% pruning
the energy errors slightly exceed the chemical-accuracy
threshold.

CCS retains grid points in regions of high and rapidly
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varying electron density — e.g. near atomic cores and
bonding regions — while predominantly pruning the re-
gions having low variation in density. For aluminum
the variation of density is less rapid and the retained
points appear to be more uniform. In all cases, a
small number of scattered interstitial points are also re-
tained, consistent with its stratified sampling across the
importance-score. This selection pattern of grid points
emerges purely from the ML-based importance scores
and data-coverage criteria, without any physics-informed
input. Further details are provided in the Supplementary
Section X. Importantly, comparable prunability is also
observed for water and CrFeCoNi, whose harder pseu-
dopotentials require fine, convergence-tested real-space
meshes, indicating that the observed redundancy is un-
likely to arise from grid oversampling alone.

The high redundancy across materials suggests an un-
derlying physical origin. We attribute this to the fact
that the data lie on a low-dimensional nonlinear manifold
embedded in high-dimensional descriptor space, consis-
tent with the predominance of local atomic environments
in determining electronic properties, as suggested by the
nearsightedness principle [48]. Consequently, many grid-
points provide highly overlapping information about the
same manifold geometry rather than introducing new or
independent geometric information. Thus, the ML mod-
els need to learn only the structure of the low-dimensional
nonlinear manifold in each material class, rather than the
entire high-dimensional descriptor space, which may ex-
plain the high degree of near-lossless pruning. We em-
phasize, however, that we only qualitatively indicate that
a low intrinsic dimension facilitates a high degree of prun-
ing; we make no claim of establishing a precise quanti-
tative relationship between intrinsic dimension and the
degree of pruning, and a formal investigation of this re-
lationship is beyond the scope of the present work.

While the present results demonstrate substantial re-
dundancy in the datasets considered, establishing the
universality of this behavior requires further investiga-
tion across a broader range of materials including systems
with highly inhomogeneous electron density distributions
(such as materials that possess regions of extreme charge
concentration adjacent to regions of severe charge deple-
tion), and systems with strong electron localization along
with complex crystal structures, such as those found in
cuprates (which often feature dynamic charge stripes and
fluctuating domains), doped perovskite manganites, and
heavy-fermion materials (e.g., cerium or uranium alloys).
A systematic investigation of ML-based electron density
predictions for the aforementioned systems, along with
electronic structure data pruning, remains the scope of
future work. At the same time, we believe that the sys-
tems chosen here, including simple metals, molecules,
and complex alloy systems, all represent the type of sys-
tems that are of interest to typical computational mate-
rials practitioners, thus underscoring the relevance of the
present findings. In addition to identifying the essential
subset of the data, pruning can also accelerate ML model

training due to the reduced size of the subset. For the
90% and the 99% CCS-pruned datasets we find speedups
of roughly 2× - 5× and 3× - 6× respectively for various
materials. Further details are provided in the Supple-
mentary Section IX. Thus, such pruned datasets can be
used to accelerate hyperparameter tuning. In turn, these
advancements can be critical in developing ML models
that work across chemical space. Data pruning might
also be utilized for adaptive dataset generation. One pos-
sible direction is monitoring the novelty of local atomic
environments to guide sampling, continuing AIMD simu-
lations only until sufficient coverage of the configuration
space is achieved. Another possible direction is a multi-
fidelity workflow, where inexpensive electronic structure
calculations enable snapshot-level pruning before per-
forming computationally expensive KS-DFT calculations
only on the selected configurations.

METHODS

The electron density data needed for training, valida-
tion, and testing of the ML models was produced via
Kohn-Sham Density Functional Theory (KS-DFT) cal-
culations [5, 88] as implemented in the finite-difference
based SPARC code [89–91]. Norm conserving (ONCV)
pseudopotentials [92–94] and GGA PBE exchange-
correlation [95] were employed. Prior to using the pseu-
dopotentials for electronic structure data generation,
tests were performed to verify that lattice parameters and
other physical quantities predicted were consistent with
the literature and that the energies and forces were suffi-
ciently converged with respect to the mesh fineness. The
mesh spacing chosen for the aluminum, water, SiGeSn
and CrFeCoNi systems were 0.25, 0.25, 0.40 and 0.20
Bohr respectively. A tolerance of 10−6 was chosen for
the self-consistent field (SCF) iteration convergence, and
the Periodic-Pulay scheme [96] was employed for con-
vergence acceleration. The KS-DFT calculations for ML
data generation only sampled the gamma point in re-
ciprocal space, as is common in the simulation of large
condensed matter systems.
While the aforementioned calculations provided the

electron densities for a given atomic configuration, ad-
ditional techniques were employed to efficiently generate
a large sample set of atomic configurations. For the alu-
minum and SiGeSn alloy systems, Ab Initio Molecular
Dynamics (AIMD) simulations were employed, and the
electron density data needed for the ML models was ex-
tracted from AIMD “snapshots” at regular simulation
intervals [19, 27]. A standard Nosé Hoover thermostat
[97] with temperatures between 298 K and 2100 K was
employed for the aluminum systems, while a temperature
of 2400 K was employed for the SiGeSn systems. Fermi-
Dirac electronic smearing at a fixed electronic tempera-
ture of 631.554 K was used. As pointed out in our re-
cent contributions, use of thermalized systems to sample
the configuration space leads to more generalizable ML
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models of the electronic structure [27, 28], due to better
sampling of the input features space.

Although AIMD simulations are convenient for data
generation, they are computationally costly. In order to
reduce the data generation expense for the water and
CrFeCoNi alloy systems, atomic configurations were gen-
erated through classical Molecular Dynamics (MD) sim-
ulations employing machine learning based interatomic
potentials [28]. No accuracy is sacrificed by this method
choice since the electron densities corresponding to each
configuration are still produced from high-fidelity KS-
DFT calculations. At the same time, by running these
classical MD simulations at elevated temperatures and
over long times, a wide variety of the atomic configu-
rations can be conveniently generated by sampling the
resulting MD trajectories. We employed the Materi-
als Graph Library (MatGL) Python package [98, 99],
which includes the Materials 3-body Graph Network
(M3GNet) — a universal machine-learned interatomic
potential — for these purposes. The NVT ensemble with
Nosé Hoover thermostat was employed for these MD runs
as well. The CrFeCoNi alloy data was collected from
high-temperature simulations between 2500 K and 7000
K, while the water data was obtained from simulations
with temperatures between 300 K and 600 K.

The timestep for both AIMD and MD simulations was
set to 1 femtosecond. After a brief simulation period to
allow the system to thermally equilibrate, atomic config-
urations (and also the corresponding electron densities,
in case of AIMD) were sampled from the simulation tra-
jectories. Additionally, a number of different initial con-
figurations were used to seed these simulations, in order
to allow a larger variety in atomic configurations to be
sampled.

Machine learning map for electron density
prediction

ML approaches for predicting electron densities use
descriptors that encode the atomic configuration of a
local spatial neighborhood as input. Effective descrip-
tors include interatomic distances and angles, as well as
the Superposition of Atomic Densities (SAD), both of
which have been successful in capturing local atomic en-
vironments [20, 27–29]. The output of these ML models,
the electron density, is commonly represented in one of
two ways: (1) as sums of atom-centered basis functions
[100, 101], which offer computational efficiency but may
struggle with complex densities, and (2) as grid-based
predictions [19, 21], which provide higher accuracy but
require significant computational resources due to fine-
mesh evaluations.

The present ML model predicts the ground state elec-
tron density values at a set of grid points within a com-
putational domain, based on the coordinates and atomic
numbers of the atoms. The mapping is computed in
two steps: First, atomic neighborhood descriptors are

derived for each grid point using the atomic coordinates
and species information. Second, a neural network is em-
ployed to map these descriptors into the corresponding
electron density at each grid point.
As proposed in our recent contribution [28], we adopt

the position vectors of atoms in body-attached local
frames and the atomic species as the descriptors. This
formulation ensures that the descriptors are invariant
with respect to rotations, translations and species per-
mutations of the system. Moreover, as shown in [28] the
descriptors maintain approximately the same descriptor-
vector size even if the number of species in the system
increases, thus ensuring efficient representation of atomic
neighborhoods across chemical space. The local frame of
reference for calculating the descriptors is obtained us-
ing Principal Component Analysis (PCA) of an atomic
neighborhood consisting of M atoms. The components
of the position vector (rj) of the j-th atom in the lo-
cal reference frame are denoted by (x, y, z). The species
information is encoded by using the atomic number of
the species. The atomic number of the j-th atom is de-
noted as Zj . Thus the descriptors for i-th grid point
(Di ∈ R5M ) are given as,

Di =

{
Zj , ∥rj∥,

x

∥rj∥
,

y

∥rj∥
,

z

∥rj∥

}
j=1,··· ,M

(1)

Pruning strategies

We briefly recapitulate the pruning strategies used
in this work in addition to the random pruning: first,
the GraNd score-based pruning [62, 65], followed by a
Coverage-centric Coreset Selection (CCS) method [68]
applied to the GraNd scores.

In the following, we discuss random pruning. In the
present work, a group of grid points from all KS-DFT
snap-shots are randomly selected and pruned away.
Note that grid points are randomly pruned instead of
individual snap-shots.

In the following, we discuss GraNd score based
pruning. We consider a supervised regression setting,
where the training set is S = (xi, yi)

N
i=1, drawn i.i.d.

from an underlying distribution P . Here, xi ∈ Rd and
yi ∈ R+ denote the descriptors at i-th grid point and
the electronic charge density at that grid point, respec-
tively. Furthermore, d is the dimension of the atomic-
neighborhood descriptors. For a fixed neural network,
let the w be the weights and l be the loss of the neural
network at a given step. Let w0, w1, ... , wT be itera-
tively updated weights of the neural network, where, for
some sequence of minibatches S0, S1, ..., ST−1 ⊆ S of size
M , we have wt = wt−1 − η

∑
(x,y)ϵSt−1

gt−1(x, y). Here

gt(x, y) = ∇wt
l(x, y), t = 1, ..., T , and η is the learn-

ing rate. The iterations can be perceived as time evo-
lution, with the time derivative of the loss denoted by,
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∆t((x, y), St) = − dl
dt . Due to the random initialization of

the neural network, the weight vector at time t > 0, wt,
is considered as a random variable.

The GraNd score of a training example (x, y) is de-
fined at time t as χt(x, y) = Ewt

||gt(x, y)||2 , [65]. It
represents the impact of removal of an example (xj , yj)
from the training set (S) on the change in the loss for
other examples.

The change in the time derivative of the loss of any
example (x∗, y∗) resulting from the removal of a training
example (xj , yj) from the dataset S is bounded by the
GraNd score associated with the removed example. For-
mally, for all (x∗, y∗), there exists a constant c such that∥∥∆t((x

∗, y∗);S) − ∆t((x
∗, y∗);S−j)

∥∥ ≤ c ∥gt(xj , yj)∥.
Where S−j = S \ {(xj , yj)} and ∆t((x

∗, y∗);S) = −dℓ
dt .

The constant c does not depend on the training exam-
ples, (x, y)s. Therefore, the contribution of an example
(x, y) to change in the loss of any other example (x∗, y∗)
is bounded by the gradient norm, ∥gt(xj , yj)∥, at any
time t, given the weights wt. In practice, the gradient
of the loss, l, is computed with respect to the model’s
weights wt at epoch t for each training example. The
GraNd score is obtained by computing the expectation
over several training runs of L2 norm of the gradient.
The examples are ranked based on their GraNd scores,
with higher scores indicating greater difficulty in learn-
ing.

In the following, we discuss Coverage-centric Core-
set Selection (CCS) method. The purpose of coreset
selection is to choose a subset (S ′) of the data (S) that
minimizes the loss on the test set [68]. This selection
process can be represented through the following opti-
mization problem [69]:

min
S′⊆S:

|S′|
|S| ≤1−f

Ex,y∼P [l(x, y;hS′)] , (2)

where l is the loss function, hS′ is the model trained
with the coreset S ′, and f is the pruning factor. In other
words, S ′ is a subset of S which has a size at most (1−f)
of S, and which minimizes the expected test loss over the
distribution P .

In a classical coverage setting, a set S ′ is called an r-
cover set of S if a ball of radius r centered at each data
point of S ′ covers the entire S. Zheng et al. [68] extended
the classical geometric set cover to cover a probability
distribution—referred to as the density-based distribution
cover. The associated coreset selection method is called
the Coverage-centric Coreset Selection (CCS). They also
introduced the concept of a partial cover percentage p, of
the probability distribution P , instead of the full cover.

A subset S of a metric space (X, d) is defined as the
p-partial r-cover of a distribution P , on the space X if:ˆ

X

1∪x∈SBd(x,r)(x) dµ(x) = p (3)

Here Bd(x, r) = {x′ ∈ X : d(x,x′) ≤ r} denotes a r-
radius ball centered at x, p quantifies coverage (in per-

centage), and µ represents the probability measure asso-
ciated with the probability distribution P . The probabil-
ity density information over the input space is reflected
in the measure µ. The percentage of coverage p increases
with the increasing radius r for a given set S and a dis-
tribution P . Given a coverage percentage p and a set
S, the minimum covering radius r is the smallest value
such that S achieves at least p percentage coverage un-
der distribution P . In practice, the distribution P is
unknown and so an approximate estimation of the cov-
erage is required. Thus, the area under the p-r curve
(AUCpr), is proposed as a metric to assess the cover-
age of a coreset [68]. The quantity AUCpr is defined as
the expectation of the minimum distance between the
examples that follow the distribution P and the data in
S: AUCpr(S) = Ex∼P [minx′∈S d(x′,x)]. The lower the
value of the AUCpr, the better the coverage by the core-
set.

State-of-the-art methods often tend to eliminate low-
importance data points from high-probability density re-
gions, which decreases coverage (increases the AUCpr),
and in turn, this can degrade model performance under
high pruning rates. In our implementation of CCS, we
used the GraNd score as the importance score. How-
ever, the coverage obtained by CCS is distinct from
that obtained by GraNd based pruning alone. Tradi-
tional GraNd removes only low-scoring examples, lead-
ing to poor coverage. In contrast, CCS maintains bet-
ter data coverage in high-probability density regions, re-
ducing AUCpr and improving performance, even under
significant pruning. CCS allocates more sampling bud-
get to high-probability density areas with easy examples,
improving coverage of the data distribution. Compared
to random sampling, CCS allocates more resources to
low-probability density regions, focusing on challenging
examples that are critical for training.

In the following, we describe the steps for the CCS
method. Consider a dataset S = {(xi, yi, si)}ni=1 where
si is the importance score for i-th example (xi, yi). First,
CCS selects a pruning rate β, a tunable hyperparame-
ter representing the percentage of hard examples to re-
move. Pruning β% of hard examples from S yields So.
Second, CCS partitions So into k strata based on impor-
tance (GraNd) scores, using fixed-width score intervals.
While each stratum has the same score range, the num-
ber of examples per stratum may vary. Third, given the
pruning factor f , the desired coreset size is determined as
m = (1− f)n. This total budget m is distributed evenly
across the k strata (another hyperparameter), allocating
m/k samples per stratum. If a stratum has fewer exam-
ples than its budget, all its examples are included. The
final coreset (S ′) is formed by combining the sampled
examples from all strata.
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SUPPLEMENTARY MATERIALS

I. ERROR METRICS

The normalized root mean square error (NRMSE) of
the ML predicted electron density is defined as

NRMSE =

√
1
N

∑N
i=1(ρ

i
DFT − ρiML)

2)

ρmax
DFT − ρmin

DFT

(4)

where N is the number of grid-points for each snap-
shot. At i-th grid point, ρiDFT represents the electron
density calculated using KS-DFT while ρiML represents
the electron density predicted by the ML models.
ρmax
DFT and ρmin

DFT are the maximum and minimum values
of electron density across all grid-points of that snapshot.

Let u be the error field of the ML-predicted elec-
tron density, given by u(x) = ρDFT (x) − ρML(x),
with x ∈ Ω. The H1 seminorm of the scalar
error field u(x) over a domain Ω is defined as

|u|H1(Ω) =
(´

Ω
|∇u(x)|2 dx

)1/2
. The H1 norm is

defined as ∥u∥H1(Ω) =
(
∥u∥2L2(Ω) + |u|2H1(Ω)

)1/2

. These

quantities are well defined whenever, u lies in the
Sobolev space H1(Ω).

In the paper, the energy prediction errors are defined
as the absolute differences (in Hartree per atom) between
KS-DFT energies and the energies obtained by postpro-
cessing the ML-predicted electron density.

The relative L∞ norm is defined as:

L∞ =
maxNi=1 |ρML

i − ρDFT
i |

maxi |ρDFT
i | (5)

where ρML
i and ρDFT

i are the ML-predicted and KS-DFT
electron densities at grid point i, respectively, and N is
the number of grid-points for each snapshot.

II. POSTPROCESSING OF ML PREDICTED
ELECTRON DENSITY

For application purposes, it is of interest to compute
downstream properties from the ML-predicted electron
density. Since the Kohn-Sham total ground-state en-
ergy is a key property that can be computed from the
electron density, it can serve as a useful test for the
downstream accuracy of the ML model. We postprocess
the density predictions to obtain the corresponding total
ground-state energies as follows. The predicted electron
density is first rescaled by the total number of electrons;
this serves to ensure that the total electronic charge is
consistent [26, 27, 102, 103]. The scaled electron den-
sity ρscaled at grid point r is obtained from the predicted
electron density ρML via:

ρscaled (r) = ρML(r)
Neˆ

Ω

ρML(r)dr

. (6)

Here Ω is the periodic supercell used in the calculations,
and Ne is the number of electrons in the system. The
rescaled electron density ρscaled is then used to set up
the Kohn-Sham Hamiltonian and a single diagonalization
step is performed by using the same electronic structure
calculation framework, as was used in the data generation
process [89–91]. Thereafter, the energy of the system
is computed using the Harris-Foulkes formula [104, 105].
The difference between the energy obtained from the ML-
predicted electron density and that obtained from the
original DFT density serves as the energy error reported
in this work.

III. SMOOTHNESS OF THE ELECTRON
DENSITY PREDICTION

To demonstrate that the ML models not only capture
the electron density fields but also smooth spatial varia-
tions in them, we plot the H1 seminorm and H1 norm of
the error in electron density fields in Figure 7. The ML
models reproduce both the electron density fields and
their smooth spatial variations, with smoothness errors
following trends similar to those observed in the elec-
tron density itself. For all four material systems, the
90% CCS-pruned dataset achieves a similar degree of
spatial smoothness as the original dataset (i.e., similar
H1 seminorm and H1 norm values), whereas the 99%
CCS-pruned dataset shows a slight increase. The CCS
method achieves better smoothness than random for 90%
and 99% pruning, for all four systems.
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b

a

FIG. 7: Error in smoothness of the predicted
electron density:(a) H1 seminorm and (b) H1 norm

of the error for the ML-predicted electron density
obtained from the original dataset, 90%, and 99%

randomly and CCS based pruned dataset.

IV. ROBUSTNESS OF PRUNING

To assess the maximum error upon pruning, we eval-
uate the L∞ norm of the error and the absolute error
distribution of the ML prediction. Figure 8 shows that
after 90% pruning, there is a marginal increase in errors.
At 99% pruning, the error increase is larger. However,
CCS consistently outperforms random pruning across all
systems. Figure 9 shows the absolute error count distri-
bution (left panels) and the probability of the pointwise
error exceeding a given threshold (right panels) for all
grid points across all test snapshots, for all four systems.
For Aluminum and SiGeSn, the 90% CCS pruning’s er-
ror distributions nearly overlap with the original, indi-
cating negligible degradation at this pruning level. For
CrFeCoNi, 90% CCS tracks the original closely. Notably,
for water, the tail of the 90% CCS model is compara-
ble to or better than the original. Across all systems,
random pruning consistently produces the heaviest tail,
while 99% CCS remains between the original and 99%
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FIG. 8: Relative L∞ error in the ML-predicted electron
density for the original dataset, 90% and 99% randomly,

and CCS-based pruned datasets.

Random, confirming that CCS-based pruning introduces
significantly fewer large local errors than random pruning
at high pruning factors.
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FIG. 9: Comparison among the error distribution from the ML-predicted density obtained from the original dataset,
90%, and 99% randomly and CCS based dataset. (left) Absolute Error Distribution for four systems. (right)

Probability of a pointwise error exceeding a given threshold.
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V. EXPERIMENTAL DETAILS

Hardware Details: All experiments were run on
NVIDIA A100 (40GB) GPUs available through NERSC
Perlmutter. For the CrFeCoNi experiments, we have
used 4 GPUs but for other experiments, we have used
single GPU.
Dataset details: We use sufficiently large datasets to
achieve high accuracy in ML for all four material systems.
The KS-DFT dataset for the aluminum system consists
of 200 training snapshots (216,000 grid points each), to-
taling 43.2 × 106 grid points, obtained from a 32-atom
simulation cell; the test set includes 60 snapshots from
six temperatures (298 − 1800 K). The dataset for wa-
ter includes 112 training snapshots (456,533 grid points
each, totaling 51.1× 106 grid points), and 193 test snap-
shots from four temperatures, obtained from a 32-atom
simulation cell. The dataset for SiGeSn system, taken
from 45 compositions, consists of 216 training snapshots
(totaling 38.6 × 106 grid points) and test set includes
90 test snapshots from 45 compositions, obtained from a
64-atom simulation cell. The dataset for CrFeCoNi sys-
tem, taken from 69 compositions, consists of 552 training
snapshots (totaling 161.4× 106 grid points) and test set
includes 207 test snapshots across four different temper-
atures and 69 compositions, also from a 32-atom simula-
tion cell.

Descriptor Size: We have chosen descriptor size so that
the original model meets the chemical accuracy level of
predictions, across all systems. We have kept the all de-
scriptor fixed throughout the pruning experiments.

Neural Network: We employ a deep neural network
with 12 hidden layers, each containing 900 nodes, using
GELU activation [106] in the hidden layers and a ReLU
activation in the output layer. A starting learning rate
of 0.001 is used across all cases, with the AdamW op-
timizer [107, 108]. ReduceLROnPlateau type learning
rate scheduler was used with a minimum learning rate
of 10−5. Training was not terminated at a fixed num-
ber of epochs; instead, a convergence criterion was used;
training was stopped when the validation loss did not im-
prove over a window of 35 epochs. We also want to note
that all models trained on pruned datasets are trained
from scratch with independent random initialization; no
weights are transferred from the original model.

GraNd score computation: The epoch 10, 30, 10 and
20 were chosen for GraNd score computation for Alu-
minum, water, SiGeSn and CrFeCoNi respectively. Fig-
ure 10 shows the errors on the test dataset for Aluminum,
water, SiGeSn, and CrFeCoNi for pruned subsets, for
scores computed at different times in training. The Fig-
ure 10 shows that computing the scores early in training
is sufficient to identify important examples, aligning with
the findings of [65]. For GraNd score computation, we
use randomly initialized score-computation models that
are separate from the models used for final training on
the original dataset. The score-computation models are
trained only to early checkpoints rather than to full con-

vergence [65]. The computational cost of these score
-computation runs is included in the full-pipeline timing
comparison reported in Section IX and Supplementary
Figure 23.
Hyper-parameters for CCS: There are two hyper-

parameters for the CCS method. a) the hard cut-off rate
(β) and b) the number of strata (k). The optimal β gen-
erally increases with the pruning rate. The performance
of various CCS-based coresets constructed from varying
β is shown in Figure 12. The error in charge density
prediction for various numbers of strata, k is shown in
Figure 11. The error is not very sensitive to the the
number of strata (k), which is consistent with the find-
ings of Zheng et al. [68] for image classification datasets.
Hence, in this work, the number of strata (k) being used
is 100 for all four material systems for all pruning factors.
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FIG. 10: Choice of score computation epoch: The
error in electron density prediction for (a)

Aluminum(20% pruning), (b) Water(40% pruning) (c)
SiGeSn(20% pruning) and (d) CrFeCoNi(40% pruning)
after computing the GraNd score at different times in

training.
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FIG. 11: Choice of number of strata(k):The error
in electron density prediction with various numbers of
strata for Aluminum system for various pruning factors

for CCS method.
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d
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FIG. 12: Choice of hard cut-off rate(β): The error
in electron density prediction with varying β for (a)

Aluminum, (b) water (c) SiGeSn (d) CrFeCoNi for the
CCS based pruning. It is observed that the obtained
NRMSE with pruned dataset varies with the choice of
β. For higher pruning rate, a higher β may be optimal.

The points with × markers failed to beat random
pruning.
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VI. INVESTIGATION INTO TEMPORAL
CORRELATION

There will be high structural similarity (or strong
correlation) between adjacent snapshots taken from an
AIMD/MD trajectory. We have generated data so that
it is (nearly) free from any structural similarity or tem-
poral correlations present in AIMD/MD trajectory of a
single simulation. To ensure that the data is structurally
dissimilar (or uncorrelated) we have adopted the follow-
ing three strategies in data generation:

• Large time interval between snapshots: the train-
ing snapshots are extracted at intervals of 100
timesteps (1 femtosecond (fs) timestep, i.e., 100 fs
spacing) from AIMD/MD trajectories. This in-
terval is sufficiently large compared to the typi-
cal vibrational periods in solids and liquids that
fall in the range of ∼10–100 fs. Such spacing
between snapshots is commonly used for obtain-
ing uncorrelated configurations from MD trajecto-
ries [109, 110].

• Simulations at different temperatures: data at dif-
ferent temperatures are generated through entirely
independent simulations, with a diverse set of ini-
tial configurations. Snapshots at different temper-
atures are therefore not points along a single MD
trajectory and hence, carry little to no temporal
correlation with one another. Higher-temperature
simulations might give a better sampling of the
configuration space [27] and hence, various high-
temperature simulations are included.

• Simulations for several alloy compositions: for the
alloy systems (SiGeSn and CrFeCoNi), each com-
position is simulated independently — 69 com-
positions for CrFeCoNi and 45 compositions for
SiGeSn, at various temperatures. Snapshots from
different compositions at different temperatures
thus originate from entirely distinct initial condi-
tions and follow distinct trajectories, hence, are
structurally dissimilar or uncorrelated.

Temporal Correlation Analysis: In the following,
we analyze the temporal correlation between snapshots
taken from AIMD/MD trajectories. AIMD/MD sim-
ulations are used to generate the trajectory of snap-
shots from a 32-atom cell of Cr25Fe25Co25Ni25 system
at 5000K. We consider two datasets extracted from this
simulation:

• Dataset A: Snapshots collected at every timestep
(1 fs intervals).

• Dataset B: Snapshots collected every 100 timesteps
(100 fs intervals).

In the following, we quantify the temporal correlation
between snapshots directly in the descriptor space, by
measuring how much the descriptor at a fixed grid point

changes between two snapshots separated by a time lag
∆t. Small changes indicate that the two snapshots supply
nearly duplicate inputs; large changes indicate decorre-
lated snapshots. Let Di(t) ∈ R5M denote the atomic-
neighborhood descriptor (Eq.(1) of the main document)
evaluated at the i-th grid point, at time t. Each de-
scriptor component is standardized using its mean and
standard deviation. The standardized descriptor is de-
noted as D̃i(t). The descriptor displacement over a time
separation ∆t is then defined as the Euclidean distance
between the standardized descriptors of the same grid
point evaluated at two snapshots separated by ∆t as

δi(t,∆t) =
∥∥∥D̃i(t+∆t)− D̃i(t)

∥∥∥
2
. (7)

Since the grid is fixed in the simulation cell while the
atoms evolve, δi measures how much the local atomic en-
vironment of a given spatial location changes over ∆t.
The smaller the value of the descriptor displacement,
the greater the correlation between the snapshots. Fig-
ure 13(left) shows the probability density of δi(t,∆ t) for
∆ t = 1 fs (dataset A) and ∆t = 100 fs (dataset B).
These distributions clearly show that the grid points in
dataset A change only slightly between consecutive snap-
shots, whereas those in dataset B exhibit substantially
larger changes. This observation further confirms that
consecutive configurations in dataset A are temporally
correlated, while those in dataset B are effectively un-
correlated. Figure 13 (right) shows the descriptor dis-
tance, δi(t,∆t), as a function of the time separation, ∆t.
For dataset A, the descriptor distance increases with ∆t
and converges after approximately 90 fs indicating that
the descriptors have become temporally uncorrelated. In
contrast, for dataset B, the descriptor distance reaches
the same converged value after a single sampling step,
demonstrating that the selected data are already tempo-
rally uncorrelated.
Furthermore, uncorrelated datasets (such as dataset B
shown above) are constructed from independent simula-
tions performed at different temperatures and composi-
tions, further reducing temporal correlations within the
dataset. For all systems considered in the present work,
snapshots are separated by a minimum interval of 100 fs.
Therefore, our analysis indicates that the high redun-
dancy in the data does not arise from temporal correla-
tions.
Temporal correlations may exist within a dataset, and
the degree of redundancy may depend on the extent of
these correlations. However, quantifying redundancy as
a function of dataset correlations is beyond the scope of
the present work.
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FIG. 13: Temporal correlation analysis for a representative system (equiatomic Cr25Fe25Co25Ni25, 32
atoms, 5000K): Dataset A contains snapshots at every timestep (1 fs spacing) whereas dataset B contains
snapshots taken at 100-timestep(100 fs spacing). (Left) Distribution of the descriptor displacement over one

sampling step, i.e. ∆t = 1 fs (dataset A) and 100 fs (dataset B). (Right) Descriptor displacement as a function of
time separation ∆t averaged over all t and grid points.
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VII. QUANTIFYING THE COVERAGE OF A
SPECIFIC DISTRIBUTION BY A SUBSET

The GraNd score and other state-of-the-art
importance-based pruning methods often perform
poorly at higher pruning rates because of poor data
coverage.

We have evaluated the AUCpr by computing the ex-
pected minimum distance from the data in the validation
dataset to the data in coreset.

Aluminum
Pruning AUCpr NRMSE
Rate GraNd CCS GraNd CCS
90% 8.396 8.30 1.58× 10−2 1.15× 10−2

99% 8.727 8.584 2.55× 10−2 1.3× 10−2

Water
Pruning AUCpr NRMSE
Rate GraNd CCS GraNd CCS
90% 23.18 22.93 3.1× 10−2 1.09× 10−3

99% 25.29 24.89 1.11× 10−1 1.9× 10−3

SiGeSn
Pruning AUCpr NRMSE
Rate GraNd CCS GraNd CCS
90% 76.57 76.30 2.55× 10−2 8.27× 10−3

99% 81.91 80.537 8.27× 10−2 1.17× 10−2

CrFeCoNi
Pruning AUCpr NRMSE
Rate GraNd CCS GraNd CCS
90% 13.074 13.039 1.7× 10−2 2.3× 10−3

99% 13.416 13.335 7.45× 10−2 3× 10−3

TABLE II: Comparison of AUCpr and NRMSE between
GraNd and CCS method for different pruning

percentages

From the Table II, we can see that, for 90% and 99%
pruning percentage, the CCS has lower AUCpr than the
GraNd method. It confirms that the CCS method based
coreset indeed selects a subset that ensures a better data
coverage, as evidenced by its lower errors (NRMSE).

VIII. GENERALIZABILITY

In this section, we provide additional results that
demonstrate the generalizability of ML models trained
on pruned datasets.

A. Structural Defects and Ordered Configurations

The error in electron density prediction for defects in
the 32-atoms aluminum system is shown in Figure 14.
The generalization error of the GraNd method increases
rapidly beyond 80% pruning, whereas random prun-
ing maintains high accuracy up to 90% pruning. The
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FIG. 14: Structural Generalizability tests for
Aluminum system: The error in the electron density
prediction for various pruning factors for monovacancies

for 32-atoms Aluminum system. The shaded region
represents the range (maximum to minimum) of three
ML models around the mean, shown by a solid line.
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FIG. 15: Structural Generalizability tests for
SiGeSn system: The error in the electron density
prediction for various pruning factors for SiGeSn

handcrafted checkerboard systems. The shaded region
represents the range (maximum to minimum) of three
ML models around the mean, shown by a solid line.

CCS method supports a remarkably high pruning fac-
tor (99%) without any significant loss in generalization
performance.
The errors in electron density prediction for hand-

crafted checkerboard SiGeSn alloy systems is shown in
Figure 15. Checkerboard systems of 216 atoms and 64
atoms were considered. The generalization performance
for GraNd worsens rapidly beyond 60%, whereas random
pruning maintains high accuracy up to 80% pruning fac-
tor. However, CCS maintains near-original performance
until 99% pruning.
For CrFeCoNi system with defects, the errors in elec-

tron density prediction for defects is shown in Fig-
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c d

a b

FIG. 16: Structural Generalizability tests for CrFeCoNi system: The error in the electron density
prediction for various pruning factors for (a) mono- (b) di-vacancy defects for 32-atoms CrFeCoNi system. The

shaded region represents the range (maximum to minimum) of three ML models around the mean, shown by a solid
line. Figures (c) and (d) show the magnified views of Figures (a) and (b).
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ure 16. The generalization performance for GraNd
worsen rapidly beyond 60%, whereas random pruning
maintains high accuracy up to 80% pruning factors.
However, CCS maintains near-original performance un-
til 90% pruning and show very little degradation at
99% pruning compared to the other methods. We
also compute the total energy of the system from the
ML-predicted electron density, via postprocessing, for
these generalizability tests. The total energy errors
(Hartree/atom) relative to the KS-DFT calculations, are
shown in Figure 17, which shows that the 90% pruning
through CCS performs in the same level as the original
dataset, achieving close to the chemical accuracy. How-
ever, 99% pruning through CCS exceeds chemically ac-
curate threshold.
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FIG. 17: Structural Generalizability tests for
CrFeCoNi Monovacancy: The error in the energy
from the ML-predicted electron density for the original

dataset, 90% and 99% CCS-based dataset.

B. Generalization across compositions

To test extrapolation across composition space, we
evaluate the ML models for CrFeCoNi on 36 unseen
compositions. The training and test compositions are
shown in the composition space of CrFeCoNi in the Fig-
ure. 18. This constitutes a stringent test for generaliz-
ability. The results of pruning are reported in Figure 19.
The 90% CCS-pruned model shows a slight increase in er-
ror relative to the original model, while remaining chemi-
cally accurate. The performance of the 99% CCS-pruned
model degrades further, exceeding the chemical-accuracy

FIG. 18: Composition space of the CrFeCoNi alloy
systems. We have used 69 compositions (blue)

during training; and tested on 36 unseen
compositions(red) for generalization.
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FIG. 19: Generalization tests for unseen
compositions of CrFeCoNi: (left) The error in
the electron density prediction and (right) the
energy error, for models trained on the original,

90% CCS, and 99% CCS pruned datasets.

threshold. Such increase in error for high factors of prun-
ing is the expected for unseen compositions.
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C. Temperature Extrapolation
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FIG. 20: Generalization tests for temperature
extrapolation for aluminum: (left) The error in

electron density prediction and (right) the energy error
for Aluminum 32-atoms system at 2100K, for models

trained on the original, 90% CCS, and 99% CCS pruned
datasets.

Generalizability beyond the temperature range of
training data is tested. The aluminum models are trained
on configurations sampled at six simulation temperatures
(298, 600, 900, 1200, 1500, and 1800 K) and tested on un-
seen dataset generated at 2100K. As shown in Figure 20,
the errors in the electron density prediction and energy
are very close for the original, 90% CCS, and 99% CCS
datasets, and all three energy errors remain well within
chemical accuracy. The pruned-data models therefore
reproduce the temperature extrapolation behavior of the
full-dataset model with minimal degradation even at 99%
pruning.

D. Size Extrapolation

Generalizability beyond the size of training system is
tested. We evaluate the SiGeSn models on 216-atom sys-
tems whereas only 64-atom systems are used in training.
We have used three compositions of SiGeSn at 2400 K.
The density prediction error increases with pruning frac-
tion slightly; however, the 90% CCS model maintains
chemical accuracy in energy, and the 99% CCS model re-
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FIG. 21: Generalization tests for size
extrapolation for SiGeSn: (left) The error in

electron density prediction and (right) the energy error
for SiGeSn 216-atoms system at 2400K, for models

trained on the original, 90% CCS, and 99% CCS pruned
datasets.

mains close to the chemical-accuracy threshold, as shown
in Figure 21.
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FIG. 22: Model generalizability to unseen configurations: 2D slices of electron density obtained by KS-DFT,
ML model trained on the original dataset, 90% CCS, and 99% CCS based pruned datasets. The electron density(ρ)

along the solid line is also compared with KS-DFT, showing remarkable agreement. (First row) Temperature
extrapolation test for 32-atoms aluminum systems. (Second row) System size extrapolation test for SiGeSn system.
(Third row) Unseen compositions test for the CrFeCoNi system (Fourth row) Mono-vacancy defect for 32-atoms

CrFeCoNi systems. The unit of electron density is Bohr−3 in atomic units.
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IX. TIME COMPARISON
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FIG. 23: Time comparison between the ML model
trained on the original dataset, 90% CCS and 99% CCS

based pruned dataset. The coreset selection time is
small and hence is not visible.

The full pipeline cost, including GraNd score com-
putation, coreset selection, and training on the pruned
dataset, relative to training on the original dataset are
shown in Figure 23. The cost of coreset selection step
through CCS is negligible across all systems, taking 30
to 60 seconds. The GraNd score computation costs sig-
nificant fraction of computational overhead. Even ac-
counting for this cost, the total computational cost is
substantially lower than training on the original dataset
for all systems: at 99% CCS pruning, corresponding to
speedups of roughly 3× to 6× over the original training
time. At 90% CCS pruning, the speedups range from
approximately 2× to 5×.
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X. VISUALIZATION OF REDUNDANCY

To visualize which grid-points were kept or pruned,
we have plotted the spatial distribution of retained and
pruned grid points for Aluminum, CrFeCoNi and SiGeSn
at 90% CCS pruning, as shown in Figure 24. The figures
reveal that CCS retains grid points in regions of high and
rapidly varying electron density — e.g. near atoms and
bonding regions — while predominantly pruning the low-
density interstitial regions. For aluminum, whose density
variation is comparatively less rapid, the retained points
are correspondingly more uniformly distributed. In all
cases, a small number of scattered interstitial points are
also retained, consistent with CCS’s stratified sampling
across the importance scores. The CrFeCoNi system does
show strong clustering of retained data points near the
atomic nuclei, very likely due to the strongly localized
pseudocharges associated with the elements in this sys-
tem, arising from the inclusion of semi-core states in
the corresponding pseudopotentials. Notably, the spa-
tial pattern of data retention reflects the underlying elec-
tronic structure of the material. Importantly, this physi-
cally meaningful spatial selection pattern emerges natu-
rally from the ML-based importance scores, without any
explicit physics-informed assumption about which spatial
regions are informative.
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FIG. 24: Spatial distribution of pruned and retained grid points for Aluminum, SiGeSn, and CrFeCoNi at 90% CCS
pruning. For each material, the top figure shows the KS-DFT electron density on a representative 2D slice, and the
bottom figure shows the corresponding spatial map of pruned (red) and retained (blue) grid points. The unit of

electron density is Bohr−3 in atomic units.
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XI. VALIDATION OF FORCES

It should be noted that the ML model is not trained
using force data. Consequently, the forces, which are
computed solely from the ML predicted electron densi-
ties, may be predicted less accurately than the electron
densities themselves. We have carried out this analysis of
force calculation, and our key finding is that, like the en-
ergies, the force errors do not necessarily get much worse,
depending on the level of pruning, i.e., the pruned ML
models have similar force errors (with respect to KS-DFT
references), as do the forces computed from the original
ML model. Specifically, from Figure 25 above, we see
that the errors in the forces of the ML models, with
respect to reference KS-DFT results (force errors with
respect to KS-DFT results for each snapshot were com-
puted as the L2 norm of the difference, over all atoms and
all force components). Although the errors in the forces
remain low for the 90% pruning case, they increase sig-
nificantly for the 99% pruning case for some cases. We
find it pertinent to point out, that in general, the er-
rors in the forces of the ML models are somewhat worse
than errors in the energies. However, this is to be ex-
pected, since force errors are known to be far more sensi-
tive to self-consistency errors in the electron density [111],
as compared to the energy, which benefits from a vari-
ational structure and the quadratically correct Harris-
Foulkes formula [104]. Notably, in terms of force errors,
the performance of the original ML model is the worst
for the CrFeCoNi system, due to the hard pseudopoten-
tials associated with the elements present. Therefore, the
error in forces does not increase significantly up to 90%
pruning.
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FIG. 25: Error(RMSE) in atomic forces, as obtained
from the ML-predicted electron density for the original

dataset, 90% CCS, and 99% CCS-based pruned
datasets.

XII. PRUNING USING THE SOAP
DESCRIPTOR

We note that the pruning approaches themselves
(GraNd and CCS) are descriptor-agnostic by construc-
tion, as they operate on training dynamics and stratified
sampling across importance scores. To test whether the
observed redundancy is an artifact of our descriptor
choice, we have repeated the pruning experiments for
a representative system (SiGeSn) using the Smooth
Overlap of Atomic Positions (SOAP) descriptors [112]
in place of the currently used descriptors, keeping
everything else the same. The results are shown in
Figure 26. The redundancy findings persist under the
SOAP descriptor as well. The models trained on 90%
CCS-pruned data achieve near-original performance, and
even at 99% pruning, the error increase is very small.
Such findings imply that the observed redundancies are
generalizable to other descriptors.
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FIG. 26: Redundancy using the SOAP descriptor
for the SiGeSn system: Error in electron density
prediction for the ML models trained on the original,

90% and 99% CCS pruned datasets.
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XIII. ESTIMATING INTRINSIC DIMENSIONS

We estimated the intrinsic dimension (ID) using
several additional estimators, namely Gride [85],
MiNDML [86], iterative-based intrinsic Dimension(IID),
and the modified intrinsic dimension (MID) estima-
tor [87]. The results are summarized in Table III. The
Gride, MiNDML, and IID estimators produce ID values
that corroborate closely with the maximum likelihood
estimator (MLE) values reported in the manuscript for
each system. Although there is no universally accepted
method for accurately estimating the intrinsic dimension
of high-dimensional nonlinear manifolds for real datasets,
these independent estimators shows close agreements.
However, the manifold nonlinearity may lead to un-
derestimation of the intrinsic dimension depending on
the dataset’s high dimensionality. To account for this
effect, we also employed the modified intrinsic dimension
(MID) estimator, which yields the most conservative
(largest) estimates among the methods considered. The
MID estimator yields systematically larger IDs: 131
for aluminum, 196 for SiGeSn, 200 for water, and 201
for CrFeCoNi. Importantly, even the largest estimates
remain below the corresponding PCA dimensions re-
quired to explain 99% of the variance (206–259) and are
substantially lower than the ambient descriptor dimen-
sions (236–295) for all systems considered. Therefore,
our conclusions are robust with respect to the choice
of intrinsic-dimension estimator. Regardless of the
estimation method, the electronic-structure descriptors
occupy a nonlinear manifold whose intrinsic dimension is
significantly smaller than the ambient descriptor space.
At the same time, the variation among the estimators
highlights the inherent uncertainty in assigning a single
numerical value to the intrinsic dimension of complex,
high-dimensional nonlinear manifolds and suggests that
the reported IDs should be interpreted as method-
dependent estimates rather than exact quantities.
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System MLE IID GRIDE MiNDML MID PCA (99%) Ambient

Aluminum 60 - 65 72 55 - 60 68 - 70 131 206 236
Water 83 - 92 95 75 - 83 90 - 93 200 247 295
SiGeSn 78 - 89 97 69 - 78 89 - 94 196 243 295
CrFeCoNi 78 - 88 96 68 - 80 89 - 93 201 259 295

TABLE III: Intrinsic dimension (ID) estimates for the four material systems using several estimators, compared
with the number of principal components required to capture 99% of the variance (PCA) and the ambient descriptor
dimension. The neighbourhood-based estimators (MLE, GRIDE, MiNDML) are reported as the range obtained by
considering the following number of neighbors: 100, 250, 500, 750, 1000. The IID as well as the MID sweep across 100

– 1000 nearest neighbors for their estimation.
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XIV. ADDITIONAL RESULTS

A complete and unscaled view of the error versus prun-
ing factor for water, SiGeSn, and CrFeCoNi, (correspond-
ing to Figure 4 of the main text) is provided in Figure 27,
Figure 28, and Figure 29 for completeness. It shows that
the GraNd method becomes too erroneous beyond 60%
pruning for water, SiGeSn and CrFeCoNi. However, the
random pruning provides high accuracy up to 90%.

a

b

FIG. 27: Water system: (a) Error in the predicted
electron density for various pruning factors. (b) Error
in energy obtained from the predicted electron density

for various pruning factors.

b

a

FIG. 28: SiGeSn system: (a) Error in the predicted
electron density for various pruning factors. (b) Error
in energy obtained from the predicted electron density

for various pruning factors.
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b

a

FIG. 29: CrFeCoNi system: (a) Error in the
predicted electron density for various pruning factors.

(b) Error in energy obtained from the predicted
electron density for various pruning factors.
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A. Isosurface Plots

The 3D electron density fields are shown as iso-surface
plots for the four materials in Figures 30, 32, 34, and
36. The overall pattern of electron density iso-surfaces
is well captured by the original dataset, 90%, and 99%
CCS based pruned datasets.

The corresponding 3D error fields are shown in Fig-
ures 31, 33, 35, and 37. Although the error iso-surfaces
closely resemble those of the original datasets even af-
ter 90% and 99% pruning, a slight yet progressive in-
crease in error is observed as pruning levels increase.
These iso-surface visualizations are generated with the
VESTA [113] software.
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FIG. 30: Aluminum system at 1500 K. Iso-surfaces of electron density obtained by KS-DFT (a) and ML model
for original (unpruned) (b), 90% CCS (c), and 99% CCS (d).
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FIG. 31: Aluminum system at 1500 K. Iso-surfaces of errors in electron density obtained by ML model for
original (a), 90% CCS (b), and 99% CCS(c) respectively.
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FIG. 32: Water system at 600K: Iso-surfaces of electron density (at 0.1 e) obtained by DFT (a) and ML model for
original (b), 90% CCS (c), and 99% CCS (d). The red and pink spheres represent the Oxygen and Hydrogen atoms.
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FIG. 33: Water system at 600K: Iso-surfaces of errors in electron density (at 0.0075 e) obtained by ML model for
original (unpruned) (a), 90% CCS (b), and 99% CCS (c) respectively.
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FIG. 34: Si50Ge12.5Sn37.5 system at 2400K: Iso-surfaces of electron density obtained by DFT (a) and ML model
for original (unpruned) (b), 90% CCS (c), and 99% CCS (d). The blue, purple, and green spheres represent the Si,

Ge, and Sn atoms.
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FIG. 35: Si50Ge12.5Sn37.5 system at 2400K: Iso-surfaces of errors in electron density obtained by ML model for
original (a), 90% CCS (b), and 99% CCS (c) respectively.
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FIG. 36: Cr25Fe25Co25Ni25 system at 5000K: Iso-surfaces of electron density obtained by DFT (a) and ML
model for original (unpruned) (b), 90% CCS (c), and 99% CCS (d). The green, orange, blue, and gray spheres

represent the Cr, Fe, Co, and Ni atoms.
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FIG. 37: Cr25Fe25Co25Ni25 system at 5000K: Iso-surfaces of errors in electron density obtained by ML model for
original (a), 90% CCS (b), and 99% CCS (c) respectively.
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